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Overview

• RL & Optimization

• MDP homomorpisms & equivariance

• Equivariant multiagent systems

Picture created by Maurice Weiler



action

state,
reward

Learning from trial and error

What is Reinforcement Learning?
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Goal: Policy that maximizes cumulative reward

policy

What is Reinforcement Learning?



Relation between RL & Optimization
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Reinforcement learning is very data hungry



There are useful symmetries in RL!
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Examples:

A set with an operation obeying the group axioms

(identity, invertibility, closure, associativity) Figures from Daniel Worrall’s MLSS slides

Translations Reflections Rotations

What is a group?



Symmetries in Reinforcement Learning
For all states and actions, and all group elements:
Rewards and dynamics are invariant under group transformations:

and                  are symmetric state-action pairs and have the same 

(Ravindran & Barto 2004)



Equivariance
f ( g x ) = g’ f ( x ) 

Invariance
f ( g x ) = f ( x )

Figures adapted from Daniel E. Worrall
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Advantages Equivariance

• First transform then convolve =
First convolve then transform

• ‘Encapsulates’ symmetries of input

• Works on manifolds

• Advantages:
• Data efficiency
• Disentangling pose and presence
• Creates easy patterns for next layer

• First appearance in ML: Group CNNs
Cohen & W. ’16, Dieleman et al, ‘16

Picture created by Maurice Weiler



Equivariant Convolution

Eyes Capsule

Mouth Capsule

Pose of object



Homomorphism
Structure-preserving map such that  

Examples:

Linear map between vector spaces

Exponential function between the reals and the positive reals

Group representation between a group and the general linear group



MDP Homomorphisms

Original problem

Map ground MDP → abstract MDP, preserve dynamics (Ravindran & Barto 2001)
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MDP Homomorphism

Map ground MDP → abstract MDP, preserve dynamics (Ravindran & Barto 2001)



Abstractions Preserve Symmetries under Equivariance
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MDP Homomorphic Networks: 
Group Symmetries in RL

(van der Pol, Worrall, van Hoof, Oliehoek & Welling, NeurIPS 2020)
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Symmetric (s, a) pairs have the same policy       :

is a transformation on states,      a transformation on policies 
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Symmetric (s, a) pairs have the same policy       :

is a transformation on states,      a transformation on policies 

MDP Homomorphic Networks: 
Group Symmetries in RL

(van der Pol, Worrall, van Hoof, Oliehoek & Welling, NeurIPS 2020)

MDP homomorphic networks exploit symmetries in reinforcement learning



MDP Homomorphic Networks

Problem with symmetries Reduced problem

MDP Homomorphism

We bridge MDP homomorphisms and equivariant networks
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We bridge MDP homomorphisms and equivariant networks

MDP Homomorphic Networks

We create deep networks constrained by MDP homomorphisms that enforce equivariance

We introduce a new method, the Symmetrizer, to construct equivariant weights



Group Equivariant CNN
Model policy with a group equivariant CNN

<latexit sha1_base64="AZrUHlWSV/6+9OWYm3H4EnPaW+c=">AAACAnicbVBNS0JBFJ1nX2Zfr1pFmyEJdCPvhVQQgeSiVmKQH6Ai88ZRB+d9MHNfKQ9p019p06KItv2Kdv2bRn2L0g5cOJxzL/fe4wSCK7CsbyOxtLyyupZcT21sbm3vmLt7VeWHkrIK9YUv6w5RTHCPVYCDYPVAMuI6gtWcQXHi1+6ZVNz37mAUsJZLeh7vckpAS23zoBnwzDCLL5vAhhBdF0ulcWZ48ZDFbTNt5awp8CKxY5JGMcpt86vZ8WnoMg+oIEo1bCuAVkQkcCrYONUMFQsIHZAea2jqEZepVjR9YYyPtdLBXV/q8gBP1d8TEXGVGrmO7nQJ9NW8NxH/8xohdM9bEfeCEJhHZ4u6ocDg40keuMMloyBGmhAqub4V0z6RhIJOLaVDsOdfXiTVk5x9msvf5tOFqziOJDpERyiDbHSGCugGlVEFUfSIntErejOejBfj3fiYtSaMeGYf/YHx+QP6qJXj</latexit>

⇡(x) = GCNN(x;w)
<latexit sha1_base64="orRX7ACwwaacmdJPV748wdHDDuY=">AAACBHicbVBLS0JBFJ5rL7PXrZZuhiTQjdwbUkEEkouCQgzyASoydxx1cO6DmXNLubho019p06KItv2Idv2bxseitA8OfHzfOZxzPicQXIFlfRuxpeWV1bX4emJjc2t7x9zdqyg/lJSVqS98WXOIYoJ7rAwcBKsFkhHXEazq9Atjv3rPpOK+dwfDgDVd0vV4h1MCWmqZyetGwNODDD5vABtAdFkoFkfpm8HZQwa3zJSVtSbAi8SekRSaodQyvxptn4Yu84AKolTdtgJoRkQCp4KNEo1QsYDQPumyuqYecZlqRpMnRvhQK23c8aUuD/BE/T0REVepoevoTpdAT817Y/E/rx5C57QZcS8IgXl0uqgTCgw+HieC21wyCmKoCaGS61sx7RFJKOjcEjoEe/7lRVI5ytrH2dxtLpW/mMURR0l0gNLIRicoj65QCZURRY/oGb2iN+PJeDHejY9pa8yYzeyjPzA+fwA55paO</latexit>

K⇡(x) = GCNN(Lx;w)



Cartpole
2 element symmetry 

group

Grid World
4 element symmetry 

group

Pong
2 element symmetry 

group

Fewer interactions with the world needed

MDP Homomorphic Networks

x 10000



Multi-Agent Systems



Centralized vs Distributed Multi-Agent Systems

communication

communication

communication communication

Centralized: CNN Distributed: GNN



Multi-Agent MDP Homomorphic Networks
(van der Pol, van Hoof, Oliehoek & Welling, under review 2021)



Multi-Agent MDP Homomorphic Networks

Distributed: global equivariance through local equivariant computation & 
equivariant communication

<latexit sha1_base64="flmLkbQi32RfUUR+nvaWUmVCGy0=">AAACAnicbVDJSgNBEO2JW4zbqCfx0hiE5BJmJKggQlBETyGCWSATQk+nkzTpWeiu0YQhePFXvHhQxKtf4c2/sbMcNPFBweO9KqrquaHgCizr20gsLC4tryRXU2vrG5tb5vZORQWRpKxMAxHImksUE9xnZeAgWC2UjHiuYFW3dznyq/dMKh74dzAIWcMjHZ+3OSWgpaa554Q808/icwdYH+Kr62JxmOmfPWRx00xbOWsMPE/sKUmjKUpN88tpBTTymA9UEKXqthVCIyYSOBVsmHIixUJCe6TD6pr6xGOqEY9fGOJDrbRwO5C6fMBj9fdETDylBp6rOz0CXTXrjcT/vHoE7dNGzP0wAubTyaJ2JDAEeJQHbnHJKIiBJoRKrm/FtEskoaBTS+kQ7NmX50nlKGcf5/K3+XThYhpHEu2jA5RBNjpBBXSDSqiMKHpEz+gVvRlPxovxbnxMWhPGdGYX/YHx+QP9wJXl</latexit>

⇡(x) = EGNN(x;w)

Model policy as equivariant Graph NN:

<latexit sha1_base64="dAaH+qkY5Z/AvrZW4+Ioqv5ud3c=">AAACBHicbVDJSgNBEO2JW4zbqMdcGoOQXMKMBBVECIooKCGCWSAJoafTSZr0LHTXaMKQgxd/xYsHRbz6Ed78GzvLQRMfFDzeq6KqnhMIrsCyvo3YwuLS8kp8NbG2vrG5ZW7vlJUfSspK1Be+rDpEMcE9VgIOglUDyYjrCFZxeucjv3LPpOK+dweDgDVc0vF4m1MCWmqayet6wNP9DD6tA+tDdHFZKAzTN/2Thwxumikra42B54k9JSk0RbFpftVbPg1d5gEVRKmabQXQiIgETgUbJuqhYgGhPdJhNU094jLViMZPDPG+Vlq47UtdHuCx+nsiIq5SA9fRnS6Brpr1RuJ/Xi2E9nEj4l4QAvPoZFE7FBh8PEoEt7hkFMRAE0Il17di2iWSUNC5JXQI9uzL86R8kLUPs7nbXCp/No0jjpJoD6WRjY5QHl2hIiohih7RM3pFb8aT8WK8Gx+T1pgxndlFf2B8/gA9AJaQ</latexit>

K⇡(x) = EGNN(Lx;w)



Graph Neural Networks

(Animation by 
Vincent Dumoulin)

=

è

Convolution on a set

Normal convolution Graph convolution 



E(n) Equivariant Graph Neural Network

State:

Features:

Invariants:   

<latexit sha1_base64="FCRRS96M28+2gDZwb6pCNiymX0U=">AAAB9XicbVBNS8NAEJ3Ur1q/qh69LBbBg5RERD0WvHisYD+kiWGz3bRrN5uwu1FKyP/w4kERr/4Xb/4bt20O2vpg4PHeDDPzgoQzpW372yotLa+srpXXKxubW9s71d29topTSWiLxDyW3QArypmgLc00p91EUhwFnHaC0dXE7zxSqVgsbvU4oV6EB4KFjGBtpHs3wz47wX7GHnI396s1u25PgRaJU5AaFGj61S+3H5M0okITjpXqOXaivQxLzQinecVNFU0wGeEB7RkqcESVl02vztGRUfoojKUpodFU/T2R4UipcRSYzgjroZr3JuJ/Xi/V4aWXMZGkmgoyWxSmHOkYTSJAfSYp0XxsCCaSmVsRGWKJiTZBVUwIzvzLi6R9WnfO6/bNWa1xV8RRhgM4hGNw4AIacA1NaAEBCc/wCm/Wk/VivVsfs9aSVczswx9Ynz+q0pKy</latexit>

{ai, aij}
<latexit sha1_base64="dH5DnQphYzDkMNdz7s9jUGloYu4=">AAAB/HicbVDLSsNAFJ3UV62vaJduBovgQksioi4LblxWsA9pQphMJ+3oZBJmJtKQ1F9x40IRt36IO//GaZuFth64cDjnXu69x48Zlcqyvo3S0vLK6lp5vbKxubW9Y+7utWWUCExaOGKR6PpIEkY5aSmqGOnGgqDQZ6TjP1xN/M4jEZJG/FalMXFDNOA0oBgpLXlm1cmGHj3O85FHT0befZ47Y8+sWXVrCrhI7ILUQIGmZ345/QgnIeEKMyRlz7Zi5WZIKIoZGVecRJIY4Qc0ID1NOQqJdLPp8WN4qJU+DCKhiys4VX9PZCiUMg193RkiNZTz3kT8z+slKrh0M8rjRBGOZ4uChEEVwUkSsE8FwYqlmiAsqL4V4iESCCudV0WHYM+/vEjap3X7vG7dnNUad0UcZbAPDsARsMEFaIBr0AQtgEEKnsEreDOejBfj3fiYtZaMYqYK/sD4/AEsVZUv</latexit>

{hi, ||xi � xj ||}
Equivariant Updates:

<latexit sha1_base64="LtOHfWaDsh4fgNgW0Dt3OMBptS4=">AAAB/nicbVDLSsNAFJ3UV62vqLhyEyyCCymJiLosuHFZwT6kiWEynbRDJ5Mwc1MsoeCvuHGhiFu/w51/4yTtQlsPzOVwzr3cOydIOFNg299GaWl5ZXWtvF7Z2Nza3jF391oqTiWhTRLzWHYCrChngjaBAaedRFIcBZy2g+F17rdHVCoWizsYJ9SLcF+wkBEMWvLNAzcb+OwBTh+LOsqrO/HNql2zC1iLxJmRKpqh4Ztfbi8maUQFEI6V6jp2Al6GJTDC6aTipoommAxxn3Y1FTiiysuK8yfWsVZ6VhhL/QRYhfp7IsORUuMo0J0RhoGa93LxP6+bQnjlZUwkKVBBpovClFsQW3kWVo9JSoCPNcFEMn2rRQZYYgI6sYoOwZn/8iJpndWci5p9e16t38/iKKNDdIROkIMuUR3doAZqIoIy9Ixe0ZvxZLwY78bHtLVkzGb20R8Ynz9JbZXF</latexit>
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SE(3) Equivariant GNNs



Conclusions
● By exploiting symmetries, the agent needs fewer experiences / interactions with the world / collect less data to 

perform well. 

● There is nice relation between MDP homomorphisms and equivariance: the orbit of a group transformation is 
mapped to a single point in the abstract space and the policy transforms properly on these orbits.

● First papers to apply equivariance to action spaces.

● We have studied a global symmetry in for local distributed agents: Compute Locally, Coordinate Globally.

● Relevance to workshop: RL is often used to “learn to optimize”. With these tools, you can exploit symmetries. 
E.g. TSP


