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Statistical Machine Learning
• Consider the following generic statistical machine learning task:

• Suppose we observe n i.i.d. samples Xi ⇠ P✓⇤ , for i = 1, . . . , n

– from some distribution or statistical model P✓⇤ from the family
{P✓}✓2⇥.

• The goal of learning is to infer ✓⇤ 2 ⇥ from the samples {Xi}ni=1
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Estimators
• The goal of learning is to infer ✓⇤ 2 ⇥ from the samples {Xi}ni=1

• We do so via estimators b✓ : X ⇤ 7! ⇥, where X is the domain of the
samples, so that Xi 2 X , i = 1, . . . , n.

• We evaluate estimators using a loss function L : ⇥⇥⇥ 7! R

• Since the estimator b✓(Xn
1 ) is random, so is L(b✓(Xn

1 ), ✓
⇤).

• So it is more natural to use the risk functionR(b✓, ✓⇤) = EXn
1 ⇠P✓⇤L(b✓(Xn

1 ), ✓
⇤).

<latexit sha1_base64="gfkIqtFBkbQuZ1HvwE9qpnFdJzk="></latexit>



Loss & Risk 
• The goal of learning is to infer ✓⇤ 2 ⇥ from the samples {Xi}ni=1

• We do so via estimators b✓ : X ⇤ 7! ⇥, where X is the domain of the
samples, so that Xi 2 X , i = 1, . . . , n.

• We evaluate estimators using a loss function L : ⇥⇥⇥ 7! R

• Since the estimator b✓(Xn
1 ) is random, so is L(b✓(Xn

1 ), ✓
⇤).

• So it is more natural to use the risk functionR(b✓, ✓⇤) = EXn
1 ⇠P✓⇤L(b✓(Xn

1 ), ✓
⇤).

<latexit sha1_base64="gfkIqtFBkbQuZ1HvwE9qpnFdJzk="></latexit>



Optimality
• So it is more natural to use the risk functionR(b✓, ✓⇤) = EXn

1 ⇠P✓⇤L(b✓(Xn
1 ), ✓

⇤).

• But there exists a very simple estimator with the least risk; the constant
estimator: b✓(Xn

1 ) = ✓⇤.

• We are thus interested in “global” notions of optimality

• A natural notion is minimax optimality, requiring that the estimator
is optimal (or with a constant factor approx.) with respect to:

inf
b✓

sup
✓⇤2⇥

R(b✓, ✓⇤).
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Minimax Optimality
• Minimax Optimality:

inf
b✓

sup
✓⇤2⇥

R(b✓, ✓⇤).

• Widely studied (Ibragimov-Has’minskii 81, Vaart 98, Tsybakov 08, ...)

• Minimax estimators obtained either via problem specific approaches (with

no general recipe), or by showing post-hoc that estimators derived from

other principles (e.g. likelihood principle) are (asymptotically) minimax

using information-theoretic tools
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Learning Minimax Estimators
• Minimax Optimality:

inf
b✓

sup
✓⇤2⇥

R(b✓, ✓⇤).

• But would it be possible to algorithmically derive the optimal minimax-
estimator?

• Towards this, note that the above can be viewed as a zero-sum statistical

game, between a learner, whose actions are estimators b✓, and nature,
whose actions are statistical models, with parameters ✓⇤ 2 ⇥.

• Can we directly solve this statistical game?
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Statistical Games
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Statistical Game
• Suppose the statistical game is convex-concave: R(b✓, ✓) is convex in b✓ and
concave in ✓

• It then naturally follows (Sion 58) that:

min
b✓

max
✓⇤2⇥

R(b✓, ✓⇤) = max
✓⇤2⇥

min
b✓

R(b✓, ✓⇤).

• The optimal solution (b✓, ✓⇤) is called Nash Equilibrium (NE)

• Many e�cient approaches for finding NE, including gradient descent as-
cent
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Statistical Game: Difficulties

• But the statistical game is non (convex-concave): R(b✓, ✓⇤) is non-concave
in ✓⇤

• Thus, for most statistical games:

min
b✓

max
✓⇤2⇥

R(b✓, ✓⇤) 6= max
✓⇤2⇥

min
b✓

R(b✓, ✓⇤).

• Moreover, the set of all possible estimators b✓ is too large for typical algo-
rithms to solve zero-sum games
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Statistical Game: Difficulties
• We could thus aim to solve the linearized game:

min
Pb✓

max
P✓⇤

Eb✓⇠Pb✓,✓
⇤⇠P✓⇤

R(b✓, ✓⇤)

• Learner’s actions: distributions over all possible estimators; Nature’s ac-
tions: distributions over all possible parameters

• This is a bilinear (and hence convex-concave): so minimax theorem holds.
The NE of linearized game is also referred to as a mixed NE of the original
game

• Bottleneck: if the space of all possible estimators is large, distributions
over all possible estimators is even larger. Modern game solving algorithms
do not scale!
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Statistical Game: Reduction to Online Learning
<latexit sha1_base64="9rPXptLiNNVspZ6a9caZhcpxsrE="></latexit>

• One approach to solve zero-sum games is via reduction to online learning

• Let us briefly recall online learning: which could be viewed as a repeated

game between a learner and an adversary

• In each round, the learner plays an action ✓t 2 ⇥, and the adversary

chooses the loss ft, so that the learner su↵ers loss ft(✓t)

• The goal of the learner is to minimize regret defined as:

TX

t=1

ft(✓t)�min
✓2⇥

TX

t=1

ft(✓).

• There exist many algorithms to achieve regret that is sub-linear in T :
Online Mirror Descent, Follow The Regularized Leader (FTRL; McMahan

11), Follow the Perturbed Leader (FTPL; Kalai & Vempala 05, Suggala

& Netrapalli 20)



Statistical Game: Reduction to Online Learning
• Proposition (Gupta, Suggala, Prasad, Netrapalli, Ravikumar, 21): Sup-
pose the learner and nature play ✏`(T ) and ✏n(T ) regret online learning
strategies to choose their actions at each round t, given previous round
actions {Pb✓;s;P✓⇤;s}t�1

s=1

• Consider the randomized estimator

b✓RND =
1

T

TX

t=1

Pb✓;t

and mixture distribution

PAVG =
1

T

TX

t=1

P✓⇤;t.

• Then (b✓RND, PAVG) are an ✏(T ) := ✏`(T ) + ✏n(T ) approximate mixed NE
of the statistical game, so that:

sup
✓⇤2⇥

R(b✓RND, ✓
⇤)� ✏(T )  R(b✓RND, PAVG)  inf

b✓
R(b✓, PAVG) + ✏(T ).
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Computational Caveats
• The key caveat is that sub-linear regret online learning strategies have
computational complexity that scale with the size of the domain: infeasible
when the domain of learner actions is (distributions over) all possible
estimators!

• There is however a particular choice of sub-linear regret online learning
strategies that map to much more tractable well-known problems
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Solving Statistical Games
• The learner plays Best Response to nature action at round t, so that:

b✓t = argmin
b✓

R(b✓, P✓⇤;t).

• This is simply the well-known Bayes Estimation Problem: find the op-
timal estimator with respect to the prior P✓⇤;t

• Nature plays FTPL:

✓⇤(�) = argmax
✓2⇥

t�1X

s=1

R(b✓s, ✓) + h�, ✓i,

for {�j} ⇠iid Exp(⌘)

• Note that nature is playing a mixed strategy P✓⇤ that is implicitly specified
via ✓⇤(�), given a random noise vector �

• This is a finite-dimensional maximization program, which while non-convex,
is a standard sub-routine in modern ML
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Oracles
• We assume access to the following two oracles

• An approximate Bayes Estimator oracle O
Bayes
↵ that given any distri-

bution P over ⇥ outputs b✓ s.t.

R(b✓, P )  inf
b✓
R(b✓, P ) + ↵.

• An approximate Maximization oracle O
Max
� , that provides a �-approx

solution ✓ to the following max. program, given a set of estimators
{b✓s}Ts=1:

TX

t=1

R(b✓t, ✓) + h�, ✓i � sup
✓02⇥

TX

t=1

R(b✓t, ✓0) + h�, ✓0i � �.
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Regularity Assumptions
• Suppose the parameter domain ⇥ is compact, with bounded `1 diameter
D = sup✓1,✓22⇥ k✓1 � ✓2k1.

• Suppose R(b✓, ✓⇤) is L-Lipschitz in its second argument wrt `1 norm:

|R(b✓, ✓1)�R(b✓, ✓2)|  Lk✓1 � ✓2k1.

• Suppose nature plays FTPL with noise drawn from Exp
�q

1
dL2T

�
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Algorithmic Minimax Estimators
• Theorem (Gupta, Suggala, Prasad, Netrapalli, Ravikumar 21): Suppose
that in each of T rounds of the statistical game, the learner plays best
response, and nature plays FTPL, using the earlier oracles, and suppose
the earlier regularity assumptions hold.

• Then the randomized estimator b✓RND and the mixture distribution PAVG

are ✏-approximate mixed NE of the statistical game, for ✏ = O(d3/2LT�1/2+
↵+ �).
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Deterministic Minimax Estimators
• The earlier theorem provided a randomized estimator, whereas the typical

analysis of minimax estimators focuses on deterministic estimators

• When the risk function R(b✓, ✓⇤) is convex in the first argument, we could

use the deterministic estimator: b✓AVG = E✓⇠b✓RND
[✓], which can again be

shown to be an approximate NE.

• For general non-convex risk functions however, even with access to our

oracles, finding a deterministic estimator will be NP-Hard (drawing from

(Chen, Lucier, Singer, Syrgkanis 17))
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Near Minimax Optimality 
• Suppose the true minimax risk is R

⇤
:= minb✓ max✓⇤2⇥ R(b✓, ✓⇤).

• Our algorithm outputs a (randomized) minimax estimator with worst-case

risk (1 + o(1))R
⇤
.

• This is contrast to most rate-optimal minimax estimators which have

worst-case risk O(1)R
⇤
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Invariant Statistical Games
• A statistical game is invariant wrt group transformations G if:

– If ✓ 2 ⇥, then g✓ 2 ⇥

– If X ⇠ P✓, then gX ⇠ Pg✓

– L(g✓1, g✓2) = L(✓1, ✓2).

• An estimator b✓ is invariant wrt group transformations G if for all g 2 G,

b✓(g Xn
1 ) = g b✓(Xn

1 ).
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Invariant Statistical Games
• Theorem (Gupta, Suggala, Prasad, Netrapalli, Ravikumar 21): Suppose
the statistical game is invariant wrt group transformations G. And sup-
pose the risk function R(b✓, ✓⇤) is convex in its first argument. Then:

inf
b✓
sup
✓2⇥

R(b✓, ✓⇤) = inf
d✓;G

sup
✓G2⇥/G

R(b✓, ✓⇤),

where in the latter reduced game, for the learner we restrict to invariant
estimators, and for nature we restrict to the smaller quotient space ⇥/G.

• Moreover, from any approximate mixed NE of the reduced game, we can
easily reconstruct an approximate mixed NE of the original statistical
game.
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Application: Finite Gaussian Sequence Model

• Suppose we are given a single sample X 2 Rd drawn from N(✓⇤, I)

• ✓⇤ 2 ⇥ := {✓ : k✓k2  B}

• With the squared loss, we get the following statistical game:

min
b✓

sup
k✓⇤k2B

EX⇠N(✓⇤,I)[kb✓ � ✓⇤k22].

• Inspite of its simplicity, a fundamental problem with consequences for
general non-parametric regression

• A well studied problem (Bickel et al, 81; Berry 90, Marchand & Perron
02,...)

• Exact minimax estimator not known for B � 1.16
p
d; our work (algorith-

mically) resolves this
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Application: Finite Gaussian Sequence Model

• The finite Gaussian sequence statistical game is invariant with respect to
group O(d) of orthonormal matrices with matrix mult. as group opera-
tion. And where for g 2 O(d), the group action is given as: g(X, ✓⇤) =
(gX, g✓⇤).

• The quotient space ⇥/O(d) is homeomorphic to the real interval [0, B]

• The reduced statistical game is given as:

inf
b✓

sup
b2[0,B]

R(b✓, be1).
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Application: Finite Gaussian Sequence Model

• The maximization oracle involves simple 1D optimization over the bounded
interval [0, B]

• The Bayes estimation oracle is available in closed form:

✓̂(X) =

0

@
Eb⇠P

h
b3�d/2e�b2/2Id/2(bkXk2)

i

Eb⇠P

h
b2�d/2e�b2/2Id/2�1(bkXk2)

i

1

A X

kXk2
,

where I⌫ is the modified Bessel function of first kind of order ⌫.

<latexit sha1_base64="/pRVXvpfW10XQ/lpTqBDvOHdUFo="></latexit>



Application: Finite Gaussian Sequence ModelTable 1: Worst-case risk of various estimators for finite Gaussian sequence model. The risk is measured
with respect to squared error loss. The worst-case risk of the estimators from Algorithm 1 (last two
rows) is smaller than the worst-case risk of baselines. The numbers in the brackets for Averaged
Estimator represent the duality gap.

Worst-case Risk

B =
√
d B = 1.5

√
d B = 2

√
d

Estimator d = 10 d = 20 d = 30 d = 10 d = 20 d = 30 d = 10 d = 20 d = 30

Standard 10 20 30 10 20 30 10 20 30
James Stein 6.0954 11.2427 16.073 7.9255 15.0530 21.3410 8.7317 16.6971 24.7261
Projection 8.3076 17.4788 26.7873 10.3308 20.3784 30.2464 10.1656 20.2360 30.3805

Bayes estimator
for uniform prior

on boundary
4.8559 9.9909 14.8690 11.7509 23.4726 35.2481 24.5361 49.0651 73.3158

Averaged

Estimator

4.7510

(0.1821)
9.7299

(0.2973)
14.8790

(0.0935)
6.7990

(0.0733)
13.8084

(0.2442)
20.5704

( 0.0087)
7.8504

(0.3046)
15.6686

(0.2878)
23.8758

(0.6820)
Bayes estimator

for avg. prior
4.9763 10.1273 14.8128 6.7866 13.8200 20.3043 7.8772 15.6333 23.5954

gap numbers presented in the table can be made smaller by running our algorithm for more
iterations. When the dimension d = 1, Donoho et al. [40] derived lower bounds for the minimax
risk, for various values of B. In Table 2, we compare the worst risk of our estimator with these
established lower bounds. It can be seen that the worst case risk of our estimator is close to
the lower bounds.

Table 2: Comparison of the worst case risk of θ̂avg with established lower bounds from [40] for
finite Gaussian sequence model with d = 1.

B = 1 B = 2 B = 3 B = 4

Worst case risk of

Averaged Estimator
0.456 0.688 0.799 0.869

Lower bound 0.449 0.644 0.750 0.814

9.1.1 Estimating a few coordinates

In this section we again consider the finite Gaussian sequence model, but with a different risk.
We now measure the risk on only the first k coordinates: M(θ1, θ2) =

∑k
i=1(θ1(i) − θ2(i))2.

We present experimental results for k = 1, d/2.

Proposed Technique. Following Theorem 4.4, the original min-max objective can be re-
duced to the simpler problem in Equation (11). We use similar optimization oracles as in
Algorithms 2, 3, to solve this problem. The maximization problem is now a 2D optimization
problem for which we use grid search. The minimization problem, which requires computa-
tion of Bayes estimators, can be solved analytically and has similar expression as the Bayes
estimator in Algorithm 3 (see Appendix F.3 for details). We use a 2D grid of 0.05B width
and length in the maximization oracle. We use the same hyper-parameters as above and run
FTPL for 10000 iterations for k = 1 and 4000 iterations for k = d/2.

Worst-case Risk. We compare our estimators with the same baselines described in the
previous section. For the case of k = 1, we also compare with the best linear estimator,
which is known to be approximately minimax with worst case risk smaller than 1.25 times the

24

• The worst-case risk of our algorithmic estimators (last two rows) smaller than 
baselines (numbers in brackets indicate duality gap)



Application: Finite Gaussian Sequence Model
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Application: Linear Regression
• In Linear Regression with random design, we are given n samples Dn =
{(Xi, Yi)}ni=1 generated as: Yi = XT

i ✓
⇤ + ✏i, Xi ⇠ N(0, I), and ✏i ⇠

N(0, 1).

• We assume the parameters ✓⇤ 2 ⇥ := {✓ : k✓k2  B}

• Given the squared loss, we get the following statistical game:

min
b✓

max
k✓⇤k2B

EDn

h
kb✓(Dn)� ✓⇤k22

i
.
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Application: Linear Regression
• The linear regression statistical game is invariant with respect to group
O(d) of orthonormal matrices with matrix mult. as group operation.
And where for g 2 O(d), the group action is given as: g((X,Y ), ✓⇤) =
((gX, Y ), g✓⇤).

• The quotient space ⇥/O(d) is homeomorphic to the real interval [0, B]

• The reduced statistical game is given as:

inf
b✓

sup
b2[0,B]

R(b✓, be1).
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Application: Linear Regression
• The maximization oracle involves simple 1D optimization over the bounded
interval [0, B]

• Suppose C(A, �) is the normalization constant of a Fisher-Bingham dis-
tribution:

p(Z;A, �) / exp(�zTAZ + h�, Zi).

• The Bayes estimation oracle is available in closed form in terms of the
normalization constant above:

✓̂(Dn) =

Eb⇠P


b2

@

@�
C
�
2�1b2XTX, �

� ���
�=bXTY

�

Eb⇠P

⇥
bC

�
2�1b2XTX, bXTY

�⇤ ,

where X = [X1, X2 . . . Xn]T and Y = [Y1, Y2 . . . Yn].
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Application: Linear Regression

• The worst-case risk of our algorithmic estimators (last two rows) smaller than 
baselines (numbers in brackets indicate duality gap)

9.2 Linear Regression

In this section we present experimental results on linear regression. We use Algorithm 1
with optimization oracles described in Algorithms 4, 5 to find minimax estimators for this
problem. We use the same hyper-parameter settings as finite Gaussian sequence model, and
run Algorithm 1 for T = 500 iterations. We compare the worst-case risk of minimax estimators
obtained using our algorithm for various values of (n, d,B), with ordinary least squares (OLS)
and ridge regression estimators. Since all the estimators are invariant to the transformations
of orthogonal group O(d), the max risk can be written as maxb∈[0,B]R(θ̂, be1), which can be
efficiently computed using grid search. Table 4 presents the results from this experiment. It
can be seen that we achieve better performance than ridge regression for small values of n/d,
B. For large values of n/d, B, the performance of our estimator approaches ridge regression.
The duality gap numbers presented in the Table suggest that the performance of our estimator
can be improved for larger values of n/d,B, by choosing better hyper-parameters.

Table 4: Worst-case risk of various estimators for linear regression. The performance of ridge is
obtained by choosing the best regularization parameter. The numbers in the brackets for Averaged
Estimator represent the duality gap.

Worst-case Risk

n = 1.5× d,B = 0.5×
√
d n = 1.5× d,B =

√
d

Estimator d = 5 d = 10 d = 15 d = 20 d = 5 d = 10 d = 15 d = 20

OLS 5.0000 2.5000 2.5000 2.2222 5.0000 2.5000 2.5000 2.2222
Ridge regression 0.6637 0.9048 1.1288 1.1926 1.3021 1.4837 1.6912 1.6704

Averaged

Estimator

0.5827

(0.0003)
0.8275

(0.0052)
0.9839

(0.0187)
1.0946

(0.0404)
1.2030

(0.0981)
1.4615

(0.1145)
1.6178

(0.1768)
1.6593

(0.1863)
Bayes estimator
for avg. prior

0.5827 0.8275 0.9844 1.0961 1.1750 1.4621 1.6265 1.6674

Worst-case Risk

n = 2× d,B = 0.5×
√
d n = 2× d,B =

√
d

Estimator d = 5 d = 10 d = 15 d = 20 d = 5 d = 10 d = 15 d = 20

OLS 1.2500 1.1111 1.0714 1.053 1.2500 1.1111 1.0714 1.053
Ridge regression 0.5225 0.6683 0.7594 0.8080 0.8166 0.8917 0.9305 0.9608

Averaged

Estimator

0.4920
(0.0038)

0.5991

(0.0309)
0.6873

(0.0485)
0.7339

(0.0428)
0.8044

(0.0647)
0.8615

(0.0854)
0.9388

(0.0996)
0.9621

(0.1224)
Bayes estimator
for avg. prior

0.4894 0.6004 0.6879 0.7320 0.8140 0.8618 0.9375 0.9656

9.3 Covariance Estimation

In this section we present experimental results on normal covariance estimation.

Minimization oracle. In our experiments we use neural networks, which are universal func-
tion approximators, to parameterize functions f, g in Equation (18). To be precise, we use
two layer neural networks to parameterize each of these functions. Implementing the mini-
mization oracle then boils down to finding the parameters of these networks which minimize

Eλ∼Pt

[

R(Σ̂f,g,Diag(λ))
]

. In our experiments, we use stochastic gradient descent to learn

these parameters.

Baselines. We compare the performance of the estimators returned by Algorithm 1 for
various values of (n, d,B), with empirical covariance Sn and the James Stein estimator [50]
which is defined as Kn∆JSKT

n , where Kn is a lower triangular matrix such that Sn = KnKT
n

and ∆JS is a diagonal matrix with ith diagonal element equal to 1
n+d−2i+1 .
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Application: Entropy Estimation
• Consider Entropy Estimation, given n samples Xn

1 = {Xi}ni=1 from a
discrete distribution P ⇤ = (p1, . . . , pd), and where Xi ⇠ {1, . . . , d}.

• The goal is to estimate entropy of P ⇤: ✓⇤(P ⇤) = �
Pd

i=1 p
⇤
i log p

⇤
i .

• The domain of discrete distributions is the d-simplex �d

• Given the squared loss, we get the following statistical game:

min
b✓

max
P⇤2�d

EXn
1

h
(b✓(Xn

1 )� ✓⇤(P ⇤))2
i
.
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Application: Entropy Estimation

• Plugin MLE: entropy of MLE estimate of distribution 

• JVHW: rate-optimal minimax estimator of (Jiao, Venkat, Han, Weissman 15)

Table 6: Worst-case risk of various estimators for entropy estimation, for various values of (n, d). The
worst-case risks are obtained by taking a max of the worst-case risk estimate from DragonFly and the
risks computed at randomly generated distributions.

Worst-case Risk

d = 10 d = 20 d = 40 d = 80

Estimator n = 10 n = 20 n = 20 n = 40 n = 10 n = 20 n = 40 n = 20 n = 40 n = 80

Plugin
MLE

0.2895 0.1178 0.2512 0.0347 2.1613 0.8909 0.2710 2.2424 0.9142 0.2899

JVHW [11] 0.3222 0.0797 0.1322 0.0489 0.6788 0.2699 0.0648 0.3751 0.1755 0.0974
Averaged
Estimator

0.1382 0.0723 0.1680 0.0439 0.5392 0.2320 0.0822 0.5084 0.2539 0.0672

10 Discussion

In this paper, we introduced an algorithmic approach for constructing minimax estimators,
where we attempt to directly solve the min-max statistical game associated with the estima-
tion problem. This is unlike the traditional approach in statistics, where an estimator is first
proposed and then its minimax optimality is certified by showing its worst-case risk matches
the known lower bounds for the minimax risk. Our algorithm relies on techniques from online
non-convex learning for solving the statistical game and requires access to certain optimization
subroutines. Given access to these subroutines, our algorithm returns a minimax estimator
and a least favorable prior. This reduces the problem of designing minimax estimators to a
purely computational question of efficient implementation of these subroutines. While imple-
menting these subroutines is computationally expensive in the worst case, we showed that
one can rely on the structure of the problem to reduce their computational complexity. For
the well studied problems of finite Gaussian sequence model and linear regression, we showed
that our approach can be used to learn provably minimax estimators in poly(d) time. For
problems where provable implementation of the optimization subroutines is computationally
expensive, we demonstrated that our framework can still be used together with heuristics
to obtain estimators with better performance than existing (up to constant-factor) minimax
estimators. We empirically demonstrated this on classical problems such as covariance and
entropy estimation. We believe our approach could be especially useful in high-dimensional
settings where classical estimators are sub-optimal and not much is known about minimax
estimators. In such settings, our approach can provide insights into least favourable priors
and aid statisticians in designing minimax estimators.

There are several avenues for future work. The most salient is a more comprehensive
understanding of settings where the optimization subroutines can be efficiently implemented.
In this work, we have mostly relied on invariance properties of statistical games to implement
these subroutines. As described in Section 3, there are several other forms of problem structure
that can be exploited to implement these subroutines. Exploring these directions can help us
construct minimax estimators for several other estimation problems. Another direction for
future work would be to modify our algorithm to learn an approximate minimax estimator
(i.e., a rate optimal estimator), instead of an exact minimax estimator. There are several
reasons why switching to approximate rather than exact minimaxity can be advantageous.
First, with respect to our risk tolerance, it may suffice to construct an estimator whose worst-
case risk is constant factors worse than the minimax risk. Second, by switching to approximate
minimaxity, we believe one can design algorithms requiring significantly weaker optimization
subroutines than those required by our current algorithm. Third, the resulting algorithms
might be less tailored or over-fit to the specific statistical model assumptions, so that the
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Summary
• Analyzed minimax estimation as a computationally challenging zero-sum statistical game

• Developed algorithmic approaches for solving this challenging zero-sum statistical game: 
“learning to learn” 

• Showed that efficient computation of algorithmic estimator possible given access to two 
well-studied oracles (finite-dim. maximization and Bayes Estimation) 

• Can further leverage natural invariances in statistical game to provide scalable 
implementations of oracles, and hence algorithmic minimax estimator 

• Open Questions:  

• Other constraints on statistical games so that oracles are tractable? 

• Would allowing for constant factor approximations allow for easier oracles?


