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A thought experiment

Consider a hypothetical scenario where you are testing the impact of a 
patient outreach program. 

Two RCTs are run, randomizing access to the intervention.

• RCT 1 (Pilot): 100 participants → estimated 15% improvement

• RCT 2: 1000 participants → estimated 10% improvement

Which RCT provides the better estimate for the treatment effect of the 
intervention? Which RCT has higher statistical power?

For some interventions (service interventions), RCT 2 may not provide a 
better estimate and may have lower power to detect an effect.  



“Operational Dosage: Implications of Capacity 
Constraints for the Design and Interpretation of 
Experiments” 
Joint work with Justin Boutilier, Jonas Jonasson, and Erez Yoeli.

In collaboration with Keheala. 



Keheala: A healthcare service intervention

Verify Skip 

Nudge

[Boutilier, Yoeli, Rathauser, Owiti, Subbaraman, Jonasson ’22] 



Interventions may be capacity constrained

• Capacity constraints lead to interference in experiments, violates SUTVA
• Patient’s outcome depends frequency/wait time for service, which 

depends on other patients
• Global Average Treatment Effect (GATE): Difference in adherence levels 

𝜃 𝑀1, 𝑁1  with 𝑀1 providers, 𝑁1 treatment patients
• Leads to what we call “operational dosage” effects, often overlooked in 

trial design and publication
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The Heartstrong RCT  
• 1500 patients over 3 years
• Original study found null effects
• Followup study [Lekwijit, Terwiesch, Asch, 

Volpp, ‘20] found effects depended on how 
quickly patients were contacted

Documented impacts of capacity constraints in RCTs

“considerable variation in delivery timing due to 
operational constraints such as our care team 
having limited capacity, patients not being 
reachable, and intervention not being delivered 
on the weekends”



Preview of results: Operational dosage creates 
structured changes in treatment effect

• Capacity constraints are often 
overlooked, can lead to failure 
to replicate or perform at scale

• To maximize power, may want 
to recruit fewer subjects

“Treatment effect of the 
intervention” 

is not well defined!



Analysis using stochastic models



Continuous time Markov chain model
𝑀1 –   number of providers for Treatment group

𝑁1, 𝑁0 –  number of subjects in Treatment, Control

𝑥(𝑢, 𝑡) ∈  {Desirable, Undesirable}  –   state of subject 𝑢 at time 𝑡

Desirable Undesirable

𝜆 

𝜏 

Control patient Treatment patient

Desirable Undesirable

𝜆 

𝜏 

...

𝜇 – rate of calls
𝑝 – prob. call is effective

𝜇𝑝𝜇𝑝



Stochastic model: quantities of interest

• Outcome of interest:  Steady state adherence level 𝐸[𝑥𝑀,𝑁(𝑢, 𝑡)]
• Control subjects:  

𝜏 

𝜏 +𝜆 

• Treatment subjects:

𝐸[𝑥𝑀1,𝑁1
(𝑢, 𝑡)] = 1 − lim

𝑇→∞

1

𝑇
න

𝑡=0

𝑇

𝑥𝑀1,𝑁1
𝑢, 𝑡 𝑑𝑡

         = 1 −
𝐸 # 𝑝𝑎𝑡𝑖𝑒𝑛𝑡𝑠 𝑖𝑛 𝑞𝑢𝑒𝑢𝑒𝑖𝑛𝑔 𝑠𝑦𝑠𝑡𝑒𝑚

𝑁1
= 1 − KM1,N1

/N1 

 where KM1,N1
 is steady state queue length

• Global Average Treatment Effect (GATE): Difference in adherence levels 
• With 𝑀1 providers, 𝑁1 subjects: 𝜃 𝑀1, 𝑁1 = 𝐸[𝑥𝑀1,𝑁1

(𝑢, 𝑡)] −
𝜏 

𝜏 +𝜆 

• Diff-in-means estimator for time horizon [0, 𝑇]: with 𝑀1 providers, 𝑁1 treatment 
subjects

• ෠𝜃 𝑀1 , 𝑁1, 𝑁0, 𝑇 = σ𝑢∈𝑇𝑟𝑒𝑎𝑡 1 −
1

𝑇
׬

𝑡=0

𝑇
𝑥𝑀1,𝑁1

𝑢, 𝑡 𝑑𝑡 − σ𝑢∈𝑐𝑜𝑛. 1 −
1

𝑇
׬

𝑡=0

𝑇
𝑥0,𝑁0

𝑢, 𝑡 𝑑𝑡

“Treatment effect of the 
intervention” is not well defined!



Theorem [Central Limit Theorem]: As 𝑇 → ∞,  the scaled estimator 
converges

where

In particular, the time average estimator is a consistent estimator for the 
treatment effect 

(if 𝑀𝑇  providers, 𝑁𝑇  subjects are fixed!)



Implications



1. More patients ⇒ smaller effect size
Mechanism: Queue length grows in number of subjects

• Quality – Driven regime (small number of subjects 𝑁1)

• Efficiency – Driven regime (small number of subjects 𝑁1)



1. More patients ⇒ smaller effect size

Thm (informal). 
For a fixed number of patients 𝑁, the 
treatment effect is monotonically 
increasing in number of providers 𝑀.

Thm (informal). 
For a fixed number of providers 𝑀, the 
treatment effect is monotonically 
decreasing in number of patients 𝑁.

Proof: Using large system, fluid limit.
Shows existence of two regimes: Quality-Driven (QD) and Efficiency-Driven (ED)



Proof idea: fluid model characterization of GATE

We want to characterize the behavior 𝜃 𝑀1, 𝑁1 = 𝐸[𝑥𝑀1,𝑁1
(𝑢, 𝑡)] −

𝜏 

𝜏 +𝜆 
, 

where expectation is taken over steady state 𝜋𝑀1,𝑁1
.

We study a fluid system (large system) analog where 𝑀1 → ∞, 𝑁1 → ∞ such 

that 
𝑁1

𝑀1
→ 𝜅1.



Treatment Effect

2. When overlooked, capacity constraints can lead to 
failure to replicate or perform at scale. 

Suppose

• Experiment has 𝑁𝑇 = 200 
patients in Treatment group

• Estimator converges to 𝜃 (
)

𝑀, 𝑁 =
200

• Wants to scale to 𝑁 = 1000 
patients, (naively) keep same 
number of providers

• Estimand is 𝜃 𝑀, 𝑁 = 1000

• Mismatch results in “biased” 
estimates

[Numerics calibrated to Keheala platform data]

Bias

Estimand

Estimated 
treatment effect



3. Typical power* analysis can be counterproductive

Why? Reject null if t-statistic
෡𝜃 𝑀1,𝑁1,𝑁0,𝑇

𝑉𝑎𝑟 ෡𝜃 𝑀1,𝑁1,𝑁0,𝑇
1/2  large enough. 

Idea: 
(1) Power optimal design corresponds to QED regime. 
(2) Target QED with square root staffing rule.

*We consider the power to detect an effect as large as the true effect size



A queueing informed power analysis approach

May have scenarios like the following

Square Root Policy can guarantee similar 
power, with lower resources!

Policies

1. Naive (No 𝑀 Scale-up): Keep same 
𝑀, choose 𝑁𝑛𝑎𝑖𝑣𝑒 so that variance 
“small enough”

2. Naive (Proportional 𝑀 Scale-up): 
Choose same 𝑁𝑛𝑎𝑖𝑣𝑒, scale 𝑀 
proportionally

3. Square root staffing rule: Generate 
(𝑀, N) pairs according to 

𝑀 ≈ 𝑟𝑁 +  𝛾 𝑁

Choose smallest pair that ensures 
variance “small enough”



Validation with Keheala data – Power

• Relaxes assumptions of Markovian -> non-Markovian, allows for heterogeneity 
across subjects

• Simulations show similar results with threshold behavior in effect size, power 
non-monotonic in number of subjects



“Hidden” Capacity Constraints



Example: AI-assisted decision-making

• Education: Early Warning Systems to predict at-risk students
• Features may include students’ grades, classes enrolled, 

attendance
• Advisors/teachers reach out to at-risk students

• Healthcare: Sepsis Early Warning Systems 
• Features may include vital signs, current medication
• Rapid response teams proactively treat patients

• Platforms: AI resume screening and/or interviewing
• Recruiter reaches out to promising candidates

Algorithm is not capacity constrained, but delivery of intervention may be.

Many AI systems are not designed with these issues in mind!



Human involvement

Context, Discretion, 
Interventions

Last Mile Problem: The Role of Humans in AI 
Supported Decision-making

AI Predictions Outcomes

DrivesEnhances

[Slide by Lydia Liu]



Q1. How “critical” is the capacity constrained 
component?
Ex: Education Early Warning Systems to predict at-risk students

• ML early warning system is just one part of the intervention
• Advisor conversations with student ⟹ algorithmically unobserved info

• Discretion in advisor recommendations

• Can we replace the (capacity-constrained) advisor outreach with (non-
capacity constrained) automated messages?

• If yes: We can easily scale the intervention to more students

• If no: Interventions may not scale, effects may not generalize



Student 

features 

available to 

alg.

Advisor’s 

intervention

Outcome

Non-algorithmic 

info about student

Our definition of expertise: 
Advisor uses non-algorithmic info in 

order to tailor recommendations and 
improve outcomes

Data

Theory

Methods

GSU data from MAAPS 
RCT with 5000+ advisor 
logs & student outcomes

Statistical test of 
expertise + systematic 
qualitative analysis

Our work at a glance

Causal identification of non-
algorithmic expert action

“Discretion-in-the-loop”
Lydia T. Liu 



Quantitative: We use a statistical test that looks 
for candidate* interventions with expertise. 

Key findings

5 out of 20 available interventions, 
corresponding to 2 / 3 administered

*Note: We show that quantitative data alone 
cannot determine expertise

Qualitative: Analyzed advisors’ free-
form notes tied to statistically 
significant interventions: Advisors 
consistently drew on non-algorithmic 
context when deciding to act. 

“Student in pre-nursing major stated 
that math was giving him trouble. 
Without being discouraging, I 
explained the GPA requirements. He 
wants to help people, but I challenged 
him to think of why and how.”

Long Tail of Human Discretion: 
Most reasons that motivate expert 
action occur infrequently in the data



Q2. How should capacity affect ML thresholds?

• Example: Healthcare intervention that nudges at-risk 
patients to get screened for colon cancer

• Goal: Maximize number of True Positives who get access 
to the limited resource

𝑝0

Prediction Algorithm 𝐴 

Thresholding at τ

High risk patients 
with Ƹ𝑟 > τ

Intervention

Δ𝑃

Limited 
Capacity M

N patients

?

Carri Chan            Yi Han



Q2. How should capacity affect ML thresholds?

• Two natural approaches are suboptimal
• ML approach: any threshold dependent only on FP/FN and their 

respective costs

• Capacity-matching approach: threshold E[# of requests] matches 
available capacity

• Need to account for
• 1) utilization of capacity and

• 2) cannibalization between subjects who are nudged/not nudged

• We give a characterization for the optimal threshold that 
balances the two effects.



Takeaways



Takeaways

• Capacity constraints create operational 
dosage effects, affecting our ability to 
measure, generalize, and scale 

• Capacity constraints show up in many 
interventions, including AI-enabled settings, 
often when humans deliver the intervention

• In AI-enabled settings, we can disentangle 
the contributions of humans vs algorithms 
using quantitative and qualitative data 

Operational 
Dosage in RCTs

Email: hannah.li@columbia.edu

Discretion-in-
the-Loop

Thresholds for 
ML-Nudges

(Please 
reach out!)

mailto:hannah.li@columbia.edu
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