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We poorly predict chatbot behaviors in practice



Chatbot personalization:
 

automatic customization of responses to an individual 
instead of outputting a generic response



Existing Implementations 
(as of summer 2025)

ChatGPT: stores chat histories in viewable “memory bank”

Meta AI: user explicitly says “remember” to have chatbot store facts in memory bank

Google Gemini: uses search history and other data collected across GSuite



Inconsistent Roll-out and Transparency



Inconsistent Roll-out and Transparency



Inconsistent Roll-out and Transparency



Inconsistent Roll-out and Transparency



Inconsistent Roll-out and Transparency



We have a poor understanding of how 
personalization looks like in practice



The Problems with Offline Evaluations for Chatbots

• Unanticipated, undesirable behaviors arise in practice

• Chatbot implementation (personalization) is opaque

Today’s Talk

• Evaluation Implications
• Human field study

• Scaling with sock puppets

• Social Implications

• Future Directions



Field

Offline: API queries or on-device inference

Field: user responses from personalized interfaces

SP: “sock-puppet” simulated users, e.g., prepend 
questions with chatlog history

Different Kinds of Evaluation



What movie should I watch 
tonight?

Black Panther
Mean Girls
Interstellar

Field Evaluation: Observe actual differences in personalizationField
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tonight?

Black Panther
Mean Girls
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Field Evaluation: Observe actual differences in personalization



13 questions
4 benchmark (MMLU, ETHICS)

2 legally fraught (housing, credit cards)
7 recommendations (movies, cuisines, 

haircuts)

ChatGPT, 
Gemini

Prolific
100 x [Black, White] x [men, women]



Field

Offline: API queries or on-device inference

Field: user responses from personalized interfaces

SP: “sock-puppet” simulated users, e.g., prepend 
questions with chatlog history

Different Kinds of Evaluation



Field responses are more diverse than Offline responses



Different Kinds of Evaluation

Offline: API queries or on-device inference

Field: user responses from personalized interfaces

SP: “sock-puppet” simulated users, e.g., prepend 
questions with chatlog history

SP



SP: “sock-puppet” simulated users
SP-History: prepend randomly selected user interaction history with > 4 
turns from WildChat 

User: Let A, B, and C be events with\n\nProb[A] = 0.7\nProb[B] = 
0.4\nProb[C] = 0.8.\n\nWhat is the smallest possible value for P[A ∩ B ∩ 
C]?

Chatbot: To find the smallest possible value for P[A ∩ B ∩ C], we need to 
look for the case when the events have the least overlap. We can do this 
by considering the smallest possible value…
… 
User: What haircut should I get today? And please supply five celebrity 
inspirations

SP



SP: “sock-puppet” simulated users
SP-History: prepend randomly selected user interaction history with > 4 
turns from WildChat 

SP-RAG: Retrieval Augmented Generation approach that prepends user 
interaction history from WildChat that is deemed most relevant to the 
question being asked

User: how do I find a perfect haircut for me?

Chatbot: Finding the perfect haircut for you involves considering several 
factors that influence how a hairstyle will look on you. Here's a step-by-
step guide to help you determine the best haircut… 
… 
User: What haircut should I get today? And please supply five celebrity 
inspirations



SP: “sock-puppet” simulated users
SP-History: prepend randomly selected user interaction history with > 4 
turns from WildChat 

SP-RAG: Retrieval Augmented Generation approach that prepends user 
interaction history from WildChat that is deemed most relevant to the 
question being asked

SP-Profile: the LLM is given a profile description of the user asking the 
question

System: The user is a city planner who advocates for the preservation of 
historic landmarks in Salisbury. They have told you "I will one day own a 
ferret. I am allergic to peanuts...

User: What haircut should I get today? And please supply five celebrity 
inspirations



Field responses are more diverse than Offline responses



Field responses are more diverse than Offline responses,
Sock puppets increase the diversity



A segment of DNA from a lab mouse is 
determined to be 5’ – GGATCCTCATG – 

3’. Which of the following DNA 
segments would be the result of this 
original DNA sequence experiencing 

both a point mutation and a deletion? 
a) 5’ – GCATCCTCATG – 3’ b) 5’ – 

TGATCCCAG – 3’ c) 5’ – GGTCCTCATC – 
3’ d) ”5’ – GGATCCATG – 3

a)
b)
c)

Field Evaluation: Personalization even in benchmark questions
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Personalization’s Implication for AI Evaluation

Outputs unseen at evaluation time 
are seen in practice

Different users get different outputs, 
even on objective MMLU questions



How much do MMLU scores vary across users?
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% of 514 MMLU questions with at least one 
response seen in SP not in ten lab (temp=1) calls:

GPT4o mini: 23% in SP-History, 13% in SP-Profile
Gemini 2.0: 25% in SP-History, 22% in SP-Profile

How much do MMLU scores vary across users?



The Problems with Offline Evaluations for Chatbots

• Unanticipated, undesirable behaviors arise in practice

• Chatbot implementation (personalization) is opaque

Today’s Talk

• Evaluation Implications
• Human field study

• Scaling with sock puppets

• Social Implications

• Future Directions



Social Implications of Differences Across Users

• Do differences across users correlate with social dimensions?
• How do we grapple with desirable personalization (e.g., in 

haircuts) and undesirable personalization (e.g., in objective 
benchmark questions)?



More different

Demographic Differences
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More different

Demographic Differences

We need natural studies!

Synthetic Prompt: 
- 100/100 Black people and 6/100 White people rec’d Black Panther
- 100/100 women and 0/100 men rec’d “Little Women”

Our Field Study:
- 1 out of 200 Black people rec’d Black Panther



But users do want some demographic 
personalization



More different

Demographic Differences
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More different

40
             25
                         37
12
     17
---
                    32
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User Preferences (%)

Men = 33%, 
Women = 41%

61% Grand Budapest 
Hotel,
<1% Get Out, Barbie, 
Black Panther



Demographic Differences

More different

40
             25
                         37
12
     17
---
                    32
       19
              26
   15

User Preferences (%)

White = 10%,
Black = 22%

98% recommended 
Italian and Mexican, 
1% recommended 
Ethiopian, Chinese, 
Vietnamese



How can we reconcile personalizing in 
desirable and undesirable situations?



Can we just tell explicitly the model what we want?

Most common request: “Personalize everything except 
work” (22%)

Most instructions were vague or tautological, 
e.g., “Personalize where a unique response is 
required,” “Dear Chatbot kindly help me 
personalize my choices”



Can we just tell explicitly the model what we want?

Can the model infer our sensitive attributes and 
recommend accordingly?

For dating app recommendations:
2/60 people ChatGPT recommended Grindr to 
identified as queer men

0/4 people for Gemini



Can we just tell explicitly the model what we want?

Can the model infer our sensitive attributes and 
recommend accordingly?

Can models at least be transparent about what they’ve 
done?
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Can we just tell explicitly the model what we want?

Can the model infer our sensitive attributes and 
recommend accordingly?

Can models at least be transparent about what they’ve 
done?

Current chatbots and chatbot interfaces 
cannot achieve any of these options



Overall Implications

• We need a better understanding of personalization in practice
• For both evaluation and social reasons

• Chatbot behaviors in practice that are not seen at evaluation time 
(e.g., conspiracy theories, sycophancy)

• Chatbot performance varies across users and settings – what 
does a benchmark score even tell us?

• What we need:
• More realistic evaluations using, e.g., sock puppets

• While keeping in mind that simulation can exaggerate differences, motivating the 
importance of field studies to ground findings

• More disclosure from companies to understand how personalization is 
implemented and what kind of user data is used



Future work: scaling up data donation

New research questions: AI psychosis, jailbreaking, long-
term effects, multi-turn interactions



Thank you!
• The Inadequacy of Offline LLM Evaluations: A Need to Account 

for Personalization in Model Behavior: in Patterns 2025 with 
Daniel E. Ho, Sanmi Koyejo

• Personalization Double Binds: When User Preferences Meet 
Group-Based Chatbot Behaviors: in submission with Erin 
Beeghly, Sanmi Koyejo, Daniel E. Ho

Sanmi Koyejo Daniel E. HoErin BeeghlyNora Gera
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