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Goal

Speed up

a × b mod p

where p is a large prime

Reduce latency of a single modular multiply using vectorization or 
parallel processing

No batching or amortization

Constant-time operation – only depends on word-length of a, b, 
p, set to t
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Montgomery Multiplication

• Montgomery multiplication efficiently computes a × b mod p by 
replacing costly division with simpler operations.

• Useful in cryptography for large integer arithmetic.

• It operates in a special domain using a value R (power of 2).



Montgomery Product Definition

• Instead of computing a × b mod p directly, we compute:

Mont(a, b) = a × b × R⁻¹ mod p

• Steps:
1. Convert a and b into Montgomery form: aR mod p, bR mod p

2. Multiply: aR × bR × R⁻¹ mod p = abR mod p

3. Convert result back: abR × R⁻¹ mod p = ab mod p



CRT and RNS for Composite Modulus p

• Chinese Remainder Theorem (CRT) allows computations mod p
= p1 × p2 by splitting into mod p1 and mod p2.

• Residue Number System (RNS) represents numbers using 
residues modulo relatively prime bases.

• Multiplication mod p can be done using separate computations 
mod p1 and mod p2, then recombined.

• CRT allows us to exploit parallelism and/or vectorization



Pretend prime p is composite and use CRT?

• Yes!  RNS Montgomery by Posch and Posch (1995)

• Two different RNS Bases; composite moduli M > p, N > p

•Each base will have t 1-word prime moduli if prime 
p requires t words
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Pretend prime p is composite and use CRT?

• Yes!  RNS Montgomery by Posch and Posch (1995)

• Two different RNS Bases; composite moduli M > p, N > p
• Inputs a, b are in RNS M
• Compute x = a × b in RNS M
• Convert x (or part of it) to RNS N
• Use RNS N to estimate q ≈ ⌊ x / p ⌋
• Convert z = ab – qp to RNS M
• Possibly apply a correction if needed
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Change RNS Base
or

CRNS



Input: 2076 in RNS_M

Fixed point

9 6 5

9 * 93

6 * 87

+ 5 * 22

1469 /100 = 14

Conversion of 2076 from M=13*15*19 to N=11*14*17

~3420/
M

2076 = 9*3420+6*3211+5*780 – k* M

Example of change RNS base using vectors from RNS M = 3705 to RNS 
N = 2618. 3420, 3211, and 780 are the inverse Chinese remainder 
theorem factors for RNS M.

Change RNS Base (CRNS)
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2 4 6 5

1 3 2 3

2 4 6 5

Input: 2076 in RNS_M

SIMD operations
Fixed point

9 6 5

9 * 10 4 3

6 * 10 5 15

+ 5 * 10 10 15

200 116 192

+ 14 * 2 5 1

228 186 206

% 11 14 17

8 4 3

9 * 93

6 * 87

+ 5 * 22

1469 /100 = 14

Conversion of 2076 from M=13*15*19 to N=11*14*17

3420 in RNS_N

~3420/
M

2076 = 9*3420+6*3211+5*780 – 14* M

-M in 
RNS_N

Example of change RNS base using vectors from RNS M = 3705 to RNS 
N = 2618. 3420, 3211, and 780 are the inverse Chinese remainder 
theorem factors for RNS M.

Change RNS Base (CRNS)
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SIMD operations
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Comparison to Prior Art
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Takeaway: Simon is a pretty smart kid!



Computational Cost
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Elementwise Montgomery multiply-reduce 4t

CRNS M to N t2 + 3t

Wide Montgomery multiply-reduce 3t

CRNS N to M t2 + 3t

Wide Montgomery reduce 3t

Total 2t2 + 16t

2t2 + 2t for standard Montgomery multiplication



Parallel Hardware

• Nvidia GPUs

• Intel CPUs with AVX Extensions

• Custom hardware (future)
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Parallel Hardware

• Nvidia GPUs
• Exploit 128 physical, 256 virtual threads within a single vector core

• Typically ~100 vector cores on a GPU, but inter-core communication 
kills performance

• t + 2 threads produce a critical path of 2t + 12 multiplies

• 2t + 4 threads produce a critical path of t + 6 multiplies

• Run out of threads after that for large primes (t large) 
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Comparison to Nvidia’s CGBN Library
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CGBN exploits 
some parallelism 
in standard 
Montgomery, 
using up to 32 
GPU threads



Vector Hardware: CPU with AVX-512

• AVX-512 (Advanced Vector Extensions 512-bit) is a SIMD 
instruction set extension by Intel.

• Supports operations on 512-bit wide registers, enabling parallel 
processing of large data sets.

• Can do 8 simultaneous 64-bit multiplies in parallel, but latency is 
twice that for conventional multiply
• Limited to 4× maximum speedup

• Standard Montgomery is used in popular libraries, which do not 
(and cannot easily) exploit AVX instructions



CPU Results (single core with AVX) - 1
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CPU Results (single core with AVX) – 2
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Using RNS Montgomery in Today’s Crypto

• Multi-key HSS (MKHSS) is a new primitive with applications to 
key exchange. Couteau, Devadas, Hegde, Jain, and Servan-
Schreiber. Multi-Key Homomorphic Secret Sharing. EUROCRYPT 
2025.

• MKHSS can be used to build fuzzy password-based key 
exchange (fPAKE) using a simultaneous message from each 
party.
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Using RNS Montgomery in Applications Today

• Algorithmic optimization leads to a practical implementation of 
MKHSS, based on exponentiations mod N², for N = p × q. He, 
Couteau, Devadas, and Servan-Schreiber. Concretely-Efficient 
Multi-Key Homomorphic Secret Sharing and Applications. Under 
submission.

• Need 3072-bit N for 128 bits of security, so N² is 6144 bits long.

• Security requires discarding p and q, so we cannot compute mod 
p² and q² separately, but we can still use RNS Montgomery, 
which is modulus-agnostic. 23



Improving fPAKE performance with RNS Mont.

• fPAKE spends significant time in exponentiations mod N², a 6144-bit modulus.

• L-word passphrase, up to 9 ASCII chars per word, tolerating at least T typos.

• Total time for a complete key exchange on a single CPU core with AVX-512:

• AVX512-based RNS Mont obtains consistent 2× improvement over FLINT.

* https://flintlib.org/doc/fmpz_mod.html
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L-word passphrase, T typos RNS Montgomery FLINT Baseline* Speedup

L = 8, T = 2 7.02 s 14.6 s 2.1 ×

L = 10, T = 3 10.6 s 23.0 s 2.2 ×

L = 12, T = 4 14.6 s 31.8 s 2.2 ×

Improvement should be closer to 4x



Custom Hardware

• Custom hardware with t2 multipliers that are appropriately 
interconnected can produce a O(log t) critical path!
• Addition tree of logarithmic depth
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Multiplier unit diagram:
Takes residue input from 
broadcast, multiplies with 1 of 2 
stored values (Cycle 0 and 1), and 

outputs to layer 1 through A

Precomputed matrix can be 
input over t cycles by passing 
between units

Residues are input from layer 1 via B
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A A A A

Addition-reduction tree

+ +

+
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+ +

+
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+
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Elementwise reduction unit

W bit multiply-
accumulate

W bit reduction

Accumulator input

Input a

Input b

Output c

Cycle 0: input M 
residues for a, b
Cycle 1: input N residues 
for a,  b

Cycle1: residue N is 
output
Cycle2: residue M is 
output

Addition reduction trees take input from A and 
output into Elementwise reduction unit

Residues are 
fed back
Via B; same 
wire as 
output c

I/O

I/O

I/O

I/O

K

A A A A
+ +

+

Bitshift to compute k

Reg –g1

Compute multiply, 
accumulate, reduce of:

a_i * b_i (Cycle 0)
k1 * g1 (Cycle 1)
a_j * b_j (Cycle 1)
k2 * g2 (Cycle 2)

Reg –g2

Assuming layer 0 takes 1 cycle and 
everything else simultaneous (perhaps with 
K subcycles)

Layer 1: t+2 addition trees, t reduction units, 1 bitshift-add unit

AAAA
++

+

Reg –expacc

Reg –expbase

Could add 2*2 
registers for 
square+multiply 
exponentiation 

algorithm:
1) acc=acc*acc to 

square
2) acc=acc*base 

to multiply

May be slightly smaller; using 2x w-bit multipliers is 
sufficient for log_2(t) < w;

Should be in center



Custom Hardware Implications

•Means that modular exponentiation will take O(t log t) 
time with small constant factor

• Speed up public key operations by an order of magnitude 
(?)

•Need to explore subquadratic multiplication algorithms 
for large t (> 4096 total bits)

28



QUESTIONS?
Paper Code

https://eprint.iacr.org/2025/1068.pdf https://github.com/SimonLangowski/RNSMont 
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