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Why your 30s are fantastic, according to the Internet

You have better boundaries
 Both lower bounds and upper bounds

You stop caring so much
 Computational vs. info theoretic, who cares?

Your communication has improved
 Exponentially, in the two-server setting

You become less self-involved
 And more interested in applications
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Goals for this talk

• Give some structure to the PIR literature

• Share some of my favorite ideas in PIR
(which may have broader MPC applications)

• Present open problems
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Warning! I will suppress log factors 
and low-order terms throughout.



Private information retrieval (PIR)

Goal: Read a bit from a
database without the database
learning which bit you read.

Index
𝑖 ∈ {1, … , 𝑁} 

Database
DB ∈ 0,1 𝑁 

DB𝑖 ∈ {0,1}

Chor, Goldreich, Kushilevitz, Sudan 
1995
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Can have 1, 2, or more servers,
holding a copy of database DB



Correctness: If servers are honest, honest client gets correct output 
 For all databases 𝑥 ∈ {0,1}𝑁 , for all indices 𝑖 ∈ [𝑁],
 an honest client interacting with honest servers outputs 𝑥𝑖 (w.h.p).

Client privacy: Attacker compromising one of the servers
        “learns nothing” about the client’s desired record.
 Like semantic security. For all databases 𝑥 ∈ {0,1}𝑁 , for all index 𝑖, 𝑗 ∈ [𝑁],

View of adversarial server 
when client queries i ≈ View of adversarial server 

when client queries j 

Traditional goal: Minimize communication

Private information retrieval: Goals
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Statistically  close  ⇒ Info. theoretic security
Computationally indist. ⇒ Computational security
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Priva
cy nirvana
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This talk: 30 years of PIR

Communication: The motivating question
– PIR as polynomial evaluation
– The derivatives trick

Computation: The practical barrier
–Settle for relaxed correctness
–Answer many queries with one linear scan
–Encode the database

Applications: What we can dream for
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Sufficient: Private polynomial evaluation

Point
𝐪𝑖 ∈ 𝔽𝑚 

Polynomial
𝑓DB ∈ 𝔽 𝑋1, … , 𝑋𝑚

Answer
𝑓DB 𝐪𝑖 ∈ 𝔽 

Encoding DB as polynomial

Fix points: 𝐪1, … , 𝐪𝑁 ∈ 𝔽𝑚

(independent of database)

Server finds 𝑓 s.t. for all 𝑖 ∈ [𝑁],
 𝑓DB 𝐪𝑖 = DB𝑖
(i.e., multivariate interpolation)

Following “Unified view” [BI01]
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Representing the database as a polynomial

• Polynomial 𝑓DB must have at least 𝑁 = DB  coefficients

• In 𝑚 variables with total degree 𝑑, we need 𝑚 ≈ 𝑁
1
𝑑

As the degree goes up, the number of variables goes down.

 Degree 1:  𝑚 = 𝑁 

 Degree 2:  𝑚 ≈ 𝑁1/2

 Degree 3:   𝑚 ≈ 𝑁1/3

 Degree log 𝑁: 𝑚 ≈ log 𝑁
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𝐄𝐧𝐜(𝐪) 𝐄𝐧𝐜(𝑓DB(𝐪))

Homomorphic 
encryption for 
degree-𝑑 poly

Single-server PIR

85

𝑓DB 𝐪 ∈ 𝔽 𝐪 ∈ 𝔽𝑚 

Multi-server PIR

𝑓DB 

𝑓DB 𝐪𝐪

…

HSS: [B86], [BGI16], …HE: [RAD78], [GM82], [E84], [B88], …

[KO97]

𝑓DB 
(Deg-𝑑 poly in 𝑚 vars)

𝐒𝐡𝐚𝐫𝐞𝒊(𝐪)
𝐒𝐡𝐚𝐫𝐞𝑖(𝑓DB(𝐪))

Homomorphic 
secret sharing 
for deg-𝑑 poly
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𝑓DB 𝐪 ∈ 𝔽 𝐪 ∈ 𝔽𝑚 

HE: [RAD78], [GM82], [E84], [B88], …

[KO97]

𝑓DB 
(Deg-𝑑 poly in 𝑚 vars)

Communication

   Up:     Encryption of 𝔽𝑚 element

   Down:  Encryption of 𝔽 element

   Total:   𝑚 ≈ 𝑁1/𝑑 bits

   After rebalancing: Comm. 𝑁1/(𝑑+1)

    

Computation

• Linear time in DB size
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Multi-server PIR

𝑓DB 

𝑓DB 𝐪𝐪

…

HSS: [B86], [BGI16], …

𝐒𝐡𝐚𝐫𝐞𝒊(𝐪)
𝐒𝐡𝐚𝐫𝐞𝑖(𝑓DB(𝐪))

Homomorphic 
secret sharing 
for deg-𝑑 poly

Example: Shamir sharing

• With 4 parties, 1 corruption

• Can compute degree 𝑑 = 3
polynomials on Shamir shares

⇒ 4-server PIR with comm 𝑁1/3

      (before rebalancing)



E.g., PIR from Shamir secret sharing
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𝐪 + 𝐫

𝑓DB 𝐪𝐪

𝐪 + 2𝐫 𝐪 + 4𝐫𝐪 + 3𝐫

Represent 𝑁-bit DB as:
• Poly 𝑓DB of degree 3
• In 𝑁1/3 variables



E.g., PIR from Shamir secret sharing
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𝑓DB 𝐪𝐪

𝑓DB(𝐪 + 𝐫) 𝑓DB(𝐪 + 2𝐫) 𝑓DB(𝐪 + 4𝐫)𝑓DB(𝐪 + 3𝐫)

Client has 4 points on deg-3 poly:
       𝑝 𝑥 = 𝑓DB(𝐪 + 𝑥𝐫) 

Client interpolates 𝑝(𝑥),
then computes 𝑝 0 = 𝑓DB(𝐪).

Represent 𝑁-bit DB as:
• Poly 𝑓DB of degree 3
• In 𝑁1/3 variables 



Summary: PIR communication cost

Unconditional security  Two servers 𝑘 servers
Shamir/interpolation: [CGKS95] 𝑁1/2   𝑁1/𝑘  

+ derivatives: [WY05]  𝑁1/3   𝑁1/(2𝑘−1) 

Best known  (unconditional): 2 log 𝑁 log log 𝑁 (messy)
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= 𝑁𝑜(1)[DG14] 
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𝑘-server PIR
≈

𝑘-query locally 
decodable code

Reed-Muller codes [R54], [M54]

Multiplicity codes [KSY11]

Matching-vector codes [ZGY11] = 𝑁𝑜(1)[DG14] 
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Reed-Muller codes [R54], [M54]

Multiplicity codes [KSY11]

Matching-vector codes [ZGY11] = 𝑁𝑜(1)[DG14] 



This talk: 30 years of PIR

Communication: The motivating question
– PIR as polynomial evaluation
– The derivatives trick

Computation: The practical barrier
–Settle for relaxed correctness
–Answer many queries with one linear scan
–Encode the database

Applications: What we can dream for
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Shamir reconstruction
Interpolate deg-3 poly with 4 points

Woodruff-Yekhanin ’05 PIR
Only need 2 points + derivatives!



PIR with Shamir sharing + derivatives [WY05]
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𝑓DB 𝐪𝐪

𝐪 + 𝐫 𝐪 + 2𝐫

Represent 𝑁-bit DB as:
• Poly 𝑓DB of degree 3
• In 𝑁1/3 variables 



PIR with Shamir sharing + derivatives [WY05]
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𝑓DB 𝐪𝐪

𝑓DB(𝐪 + 𝐫) 𝑓DB(𝐪 + 2𝐫)

∇𝑓DB(𝐪 + 𝐫) ∇𝑓DB(𝐪 + 2𝐫)
Each server replies with:

1) Eval of 𝑓DB

2) Eval of gradient ∇𝑓DB
     (𝑚 = 𝑁1/3 bits each)

Represent 𝑁-bit DB as:
• Poly 𝑓DB of degree 3
• In 𝑁1/3 variables 



PIR with Shamir sharing + derivatives [WY05]
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𝑓DB 𝐪𝐪

𝑓DB(𝐪 + 𝐫) 𝑓DB(𝐪 + 2𝐫)

∇𝑓DB(𝐪 + 𝐫) ∇𝑓DB(𝐪 + 2𝐫)
Each server replies with:

1) Eval of 𝑓DB

2) Eval of gradient ∇𝑓DB
     (𝑚 = 𝑁1/3 bits each)

Equivalent view:  [ILM21]

– Two-party HSS for deg-3 polys
– With share size ≈ 𝑁1/3

Represent 𝑁-bit DB as:
• Poly 𝑓DB of degree 3
• In 𝑁1/3 variables 



PIR with Shamir sharing + derivatives [WY05]
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𝑓DB 𝐪𝐪

With higher-order derivatives:
Two-server PIR w/
– 𝑂(log 𝑁) upload
– 𝑂(𝑁0.6) download [BI01] [GLMDS24]

𝑓DB(𝐪 + 𝐫) 𝑓DB(𝐪 + 2𝐫)

∇𝑓DB(𝐪 + 𝐫) ∇𝑓DB(𝐪 + 2𝐫)



Unconditional security  Two servers 𝑘 servers
Shamir/interpolation:  𝑁1/2   𝑁1/𝑘  

+ derivatives:   𝑁1/3   𝑁1/(2𝑘−1) 

Best known:   2 log 𝑁 log log 𝑁 (messy)

Lower bound:   ≥ 5 log 𝑁

Computational security
Best known from OWF:  𝜆 log 𝑁 with 2𝜆-time secure length-doubling PRG with seed length 𝜆

Single server   poly(𝜆, log  𝑁)  
from many pub-key assumptions:

Communication costs for a few schemes
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[BGI16
]

[DG14]

[WW05]

[WY05]

[CGKS95]

[CMS99], [L05],
[DGIMM19]
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PIR Communication: Open questions

• Constant-server IT PIR with polylog 𝑁  communication?
        – Niv Gilboa

• Three-server two-private PIR from OWF with 𝑁𝑜(1) communication?
        – Yuval Ishai

• Two-server PIR from OWF that beats 𝜆 log 𝑁 communication?

• Is there some property 𝑃 s.t. single-server PIR w/ 𝑃 implies FHE?
(Example: Rate-1 OT ⇒ HE for branching programs [IP07])
        – Vinod Vaikuntanathan
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Take aways

• Private polynomial evaluation ⇒ PIR

• Computational PIR: Comm. Cost can be poly(𝜆, log 𝑁)
 – Two servers: From OWF
 – Single server:   From many pub-key assumptions

• Unconditional PIR: Optimal comm. cost open for 30 years
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This talk: 30 years of PIR

Communication: The motivating question
– PIR as polynomial evaluation
– The derivatives trick

Computation: The practical barrier
–Settle for relaxed correctness
–Answer many queries with one linear scan
–Encode the database

Applications: What we can dream for
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Bad news: [BIM00]  If a PIR scheme
– is correct,
– is secure (even computationally), and
– stores the database in unmodified form,

then to answer:
– a single client query:

the PIR servers must run in time linear in the DB size. 



PIR: Linear-time lower bound

Holds even against PIR schemes that use:

• many servers,

• computational assumptions, and

• unlimited communication.

Intuition:

• If servers do not touch DB bit 𝑖 when responding to client’s query

• Then servers know that client was not requesting DB bit 𝑖

Even stronger lower bound in single-server setting:
Server must perform Ω(𝑁) “public-key ops” [DH24]
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Approach 1: Relax correctness
• Often, some DB records are more popular than others

i.e., there’s a public skewed popularity distribution 𝒟 over {1, … , 𝑁}

• In this case, standard PIR correctness might be overkill

→ Can get sublinear-time PIR with standard PIR security [LHC25]

118

Distributional-PIR correctness: For 𝒊 ←𝑹 𝓓,
PIR client recovers DB𝑖 w.p. ½, over coins of PIR scheme and choice of 𝒊.

PIR correctness: For all 𝒊 ∈ 𝑵 ,
PIR client recovers DB𝑖 w.p. ½, over coins of PIR scheme.

Limitation: Only some applications can tolerate relaxed correctness
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Distributional-PIR correctness: For 𝒊 ←𝑹 𝓓,
PIR client recovers DB𝑖 w.p. ½, over coins of PIR scheme and choice of 𝒊.

PIR correctness: For all 𝒊 ∈ 𝑵 ,
PIR client recovers DB𝑖 w.p. ½, over coins of PIR scheme.

Limitation: Only some applications can tolerate relaxed correctness

Useful in other MPC contexts?
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Bad news: [BIM00]  If a PIR scheme
– is correct,
– is secure (even computationally), and
– stores the database in unmodified form,

then to answer:
– a single client query:

the PIR servers must run in time linear in the DB size. 

Encode the
databaseAnswer many queries

with one linear scan

Relax correctness
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Approach 2: Reuse one linear scan
    to answer many queries
2a) Batch PIR:
• Answer a batch of queries all at once
• One linear scan per batch of queries

2b) Client-preprocessing PIR:
• Answer a sequence of adaptive queries from one client
• One linear scan per client
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Approach 2a: Batch PIR

To answer a batch of 𝑘 queries at once:
• Naïve server cost:  𝑁𝑘

𝒌 < 𝑵 queries from same client
• Split database into 𝑘 chunks, client queries each chunk once
• Batch cost:  𝑁 ⋅ polylog(𝑁)
• Many practical improvements, e.g., [ACLS18]

𝒌 ≈ 𝑵 queries from different clients
• If server’s work is a matrix-vector product, use fast matrix mul
• Batch cost:  𝑁𝜔/2 ≈ 𝑁1.35   (versus 𝑁𝑘 = 𝑁1.5)

124
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Limitation: Often, client wants 
to make adaptive queries.

Limitation: Only cheaper 
for huge batches



Approach 2b: PIR with client preprocessing

With two servers:

Offline phase: Client fetches a “hint” about DB from left server
   Hint size: 𝑁 bits, takes Ω 𝑁  time to generate

Online phase: Client can make many PIR queries to right server
   Per-query server time: 𝑁

For security: Online server cannot know client’s hint

• With linearly homomorphic encryption, only need a single server [CHK22]

• Or, client downloads the entire DB; acts as left server [ZPSZ23], [ISW24], ...
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Approach 2b: PIR with client preprocessing

• First sublinear-time scheme used two servers and a PRG [CK20]

• Many improvements since:  Info-theoretic security [ISW24], Better offline time [KC21, 
LP24], less client work [SACM21], less bandwidth [LP23, ZLTS23], stronger lower bounds [PY22,Y23], 
handling DB updates [HPPY24], hint-generation MPC [CHK22]

+ Online time is 1000 × faster than linear-time PIR on 64GB DB [LMS24]  

Limitations:

• Client must update hint as database changes (annoying)

• Per-client setup cost is still ≥ 250 × cost of linear-time PIR [LMS24]
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CK20 PIR with client preprocessing:
Offline phase
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Offline phase
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Index
𝑖 ∈ [𝑁] 

LEFT RIGHT 𝑥 ∈ 0,1 𝑁 

CK20 PIR with client preprocessing:
Online phase

𝑺′

𝑺1, … , 𝑺 𝑁

ℎ1, … , ℎ 𝑁

Client wants database bit 𝑖 ∈ 𝑆𝑗.

• Most of the time:
→ Send 𝑆′ = 𝑆𝑗 ∖ 𝑖

• Sometimes: Do something else and fail.
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𝑺′
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Client wants database bit 𝑖 ∈ 𝑆𝑗.

• Most of the time:
→ Send 𝑆′ = 𝑆𝑗 ∖ 𝑖

• Sometimes: Do something else and fail.



PIR properties

1. Correctness.
Client usually recovers its desired database bit.

2. Security.
Each server just sees random sets, independent of 𝑖.

3. Efficiency.
With PRG, requires 𝑁 bits of total communication.
Requires only 𝑁 online server time.
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• Multiple queries?
• Client time?
• Client storage?
• Hint-gen time?
• λ and log N factors?
• IT security?
• DB updates?
               ⋮ 
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Bad news: [BIM00]  If a PIR scheme
– is correct,
– is secure (even computationally), and
– stores the database in unmodified form,

then to answer:
– a single client query:

the PIR servers must run in time linear in the DB size. 

Encode the
databaseAnswer many queries

with one linear scan

Relax correctness
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Approach 3: Encode the database
“Doubly efficient PIR” (DEPIR)    a.k.a. PIR with [server] preprocessing

Multi-server [BIM00], …

• A few information-theoretic constructions [BIM00] [WY05] [GLMDS24]

• With two servers, with poly(𝑁)-sized encoding, per-query server time is 𝑁1/2+𝜖

• Encoding is large: for 𝑁0.6 server time, need 𝑵𝟑.𝟐-sized encoding

Single server [CHR17] [BIPW17] 

• Only one known construction, from ring LWE [LMW23]

• With poly(𝑁)-sized encoding, per-query server time is polylog(𝑁)  (!!)

• Costly in absolute terms: for 400 MB database, $10B preproc. cost
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Approach 3a: Multi-server DEPIR

Elegant idea:  [BIM00]

• Servers precompute the answer to every possible query

• Client uploads 𝑢 bits ⇒ Server stores 2𝑢 precomputed answers

Example instantiation:

• From derivatives trick, we got a PIR scheme with:
Upload 𝑢 = 𝑐 ⋅ log 𝑁 bits,  Download 𝑑 = 𝑁0.6 bits

• Servers store 2𝑢 ⋅ 𝑑 = 2𝑐⋅log 𝑁 ⋅ 𝑁0.6 = poly(𝑁) precomputed bits

• Server compute is reading 𝑑 = 𝑁0.6 bits from memory  (work ≪ 𝑁)
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Open: Better-than BIM’00 
two-server DEPIR?

Implied by: Better 2-query 
locally decodable codes 
over large alphabets



Approach 3b: Single-server DEPIR

Another elegant construction: [LMW23]

1. Find a PIR scheme where:
– Client’s message to server is a single ring element ct
– Server’s answer is 𝑓DB ct , for some polynomial 𝑓DB
    (e.g., Basic single-server PIR implemented with RingLWE encryption)

2. Speed up server’s work with existing data structure for fast poly evaluation

     – Kedlaya-Umans data structure (2011) fits the bill.
 
Result: Encoding size 𝑁1+𝜖

  Per-query server time polylog(𝑁).  
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Doubly efficient PIR is still costly  

Estimates for LMW23 PIR on database of 370 MB:

Encoding size:   412 PB encoding
      ≈ 500,000   4 TB drives
      ≈ $43 million of hard drives

Comm per query:  573 MB, larger than database

Preprocessing time:  128 million core-years
      ≈ $10 billion

Per-query server time: 3 core-weeks, vs. 0.03 sec for plain PIR
156
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PIR Computation: Wish list
“Practical” single-server DEPIR  – David Wu, Ling Ren

• “Practical” ≡ “10× faster than linear-time PIR for 𝑁 = 230 records, 8B each” (8 GB)

• Any new construction would be interesting. Can get 𝑁/ log 𝑁 under LWE [L25]

“Practical” 𝑘-server DEPIR, for any constant 𝑘
• Use 10 non-colluding servers if you want

• Still has fantastic applications

“Practical” single-server PIR with client-side preprocessing
• MPC for generating the client-side hint at ≤ 5 × cost of a linear-time PIR query
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Take aways

• Many ways to get PIR with sublinear server time

• DEPIR is the holy grail

–No “practical” scheme yet

–But no big barriers either
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This talk: 30 years of PIR

Communication: The motivating question
– PIR as polynomial evaluation
– The derivatives trick

Computation: The practical barrier
–Settle for relaxed correctness
–Answer many queries with one linear scan
–Encode the database

Applications: What we can dream for
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PIR queries

Dream: Private digital library
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“webmd.com/XYZ”

MegaPIR
infrastructure

“Lightweb” (HotNets 2023) with Emma Dauterman
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Dream: Private digital library

• Read any article you want in privacy
– Crawl of the public web  (250 bytes)
– Google Books
– All scientific papers/periodicals

• Borderline workable today with two-server PIR
Dataset of 300M pages,1KB each: $0.002   / 1KB page
Reading normal site over mobile: $0.00001 / 1KB page

• My favorite application of doubly efficient PIR
– Would be fantastic, even with 10+ non-colluding servers
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PIR deployments today

Two large-scale public deployments

• Both are by Apple

• Both use RingLWE-based linear-time PIR

Deployment 1:  Live caller-ID lookup

• You want to check your incoming calls against a spam-call DB

• Potentially untrustworthy party runs the spam DB

• iPhone can use PIR to do spam-call lookups
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PIR deployments today

Deployment 2:  Enhanced visual search

• In the background, your iPhone assigns tags to your photos

• Your iPhone takes a “visual hash” of each photo,
searches it against Apple’s database of photo tags

• To privately make queries, iPhone uses private nearest-neighbor search
         (Tiptoe, PacMann, …)

• To reduce computation: Client leaks some bits of hash to server
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The competition: Anonymizing proxy

• Cannot provide PIR-type semantic security—server learns index 𝑖
• Question: When is this safe/unsafe?
• Related: PIR in the shuffle model [IKLM24], [GIKLMR24]
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Concluding thoughts

Major advances in PIR in the past 30 years
• Communication: Exponential improvements

• Computation: A flourishing landscape of sublinear-time PIR

• Applications:  It’s in your iPhone!

Computation cost is still a barrier
• Linear-time PIR good enough for some apps

• DEPIR is the holy grail
– But a totally different, new strategy might be just as good

168



Concluding thoughts

Major advances in PIR in the past 30 years
• Communication: Exponential improvements

• Computation: A flourishing landscape of sublinear-time PIR

• Applications:  It’s in your iPhone!

Computation cost is still a barrier
• Linear-time PIR good enough for some apps

• DEPIR is the holy grail
– But a totally different, new strategy might be just as good

169



170


	Slide 63
	Slide 64: Why your 30s are fantastic, according to the Internet
	Slide 65: Why your 30s are fantastic, according to the Internet
	Slide 66: Why your 30s are fantastic, according to the Internet
	Slide 67: Why your 30s are fantastic, according to the Internet
	Slide 68: Why your 30s are fantastic, according to the Internet
	Slide 69: Goals for this talk
	Slide 70: Goals for this talk
	Slide 71: Private information retrieval (PIR)
	Slide 72: Private information retrieval: Goals
	Slide 73: Private information retrieval: Goals
	Slide 74: Private information retrieval: Goals
	Slide 75: Private information retrieval: Goals
	Slide 76
	Slide 77
	Slide 78
	Slide 79
	Slide 80: This talk: 30 years of PIR
	Slide 81: This talk: 30 years of PIR
	Slide 82: Sufficient: Private polynomial evaluation
	Slide 83: Sufficient: Private polynomial evaluation
	Slide 84: Representing the database as a polynomial
	Slide 85: Single-server PIR 
	Slide 86: Single-server PIR 
	Slide 87: Single-server PIR 
	Slide 88
	Slide 89: E.g., PIR from Shamir secret sharing
	Slide 90: E.g., PIR from Shamir secret sharing
	Slide 91: Summary: PIR communication cost 
	Slide 92: Summary: PIR communication cost 
	Slide 93: Summary: PIR communication cost 
	Slide 94: This talk: 30 years of PIR
	Slide 95: This talk: 30 years of PIR
	Slide 96
	Slide 97: PIR with Shamir sharing + derivatives [WY05]
	Slide 98: PIR with Shamir sharing + derivatives [WY05]
	Slide 99: PIR with Shamir sharing + derivatives [WY05]
	Slide 100: PIR with Shamir sharing + derivatives [WY05]
	Slide 101: Communication costs for a few schemes
	Slide 102: Communication costs for a few schemes
	Slide 103: Communication costs for a few schemes
	Slide 104: PIR Communication: Open questions
	Slide 105: Take aways
	Slide 106: This talk: 30 years of PIR
	Slide 107: This talk: 30 years of PIR
	Slide 108
	Slide 109: PIR: Linear-time lower bound
	Slide 110: PIR: Linear-time lower bound
	Slide 111: PIR: Linear-time lower bound
	Slide 112
	Slide 113
	Slide 114
	Slide 115
	Slide 116
	Slide 117
	Slide 118: Approach 1: Relax correctness
	Slide 119: Approach 1: Relax correctness
	Slide 120: Approach 1: Relax correctness
	Slide 121
	Slide 122
	Slide 123: Approach 2:  Reuse one linear scan     to answer many queries
	Slide 124: Approach 2a: Batch PIR
	Slide 125: Approach 2a: Batch PIR
	Slide 126: Approach 2a: Batch PIR
	Slide 127: Approach 2a: Batch PIR
	Slide 128: Approach 2b: PIR with client preprocessing
	Slide 129: Approach 2b: PIR with client preprocessing
	Slide 130: Approach 2b: PIR with client preprocessing
	Slide 131: Approach 2b: PIR with client preprocessing
	Slide 132: Approach 2b: PIR with client preprocessing
	Slide 133: Approach 2b: PIR with client preprocessing
	Slide 134: CK20 PIR with client preprocessing: Offline phase
	Slide 135: CK20 PIR with client preprocessing: Offline phase
	Slide 136: CK20 PIR with client preprocessing: Offline phase
	Slide 137: CK20 PIR with client preprocessing: Offline phase
	Slide 138: CK20 PIR with client preprocessing: Offline phase
	Slide 139: CK20 PIR with client preprocessing: Offline phase
	Slide 140: CK20 PIR with client preprocessing: Online phase
	Slide 141: CK20 PIR with client preprocessing: Online phase
	Slide 142: CK20 PIR with client preprocessing: Online phase
	Slide 143: CK20 PIR with client preprocessing: Online phase
	Slide 144: CK20 PIR with client preprocessing: Online phase
	Slide 145: PIR properties
	Slide 146: PIR properties
	Slide 147
	Slide 148
	Slide 149: Approach 3: Encode the database “Doubly efficient PIR” (DEPIR)    a.k.a. PIR with [server] preprocessing
	Slide 150: Approach 3: Encode the database “Doubly efficient PIR” (DEPIR)    a.k.a. PIR with [server] preprocessing
	Slide 151: Approach 3a: Multi-server DEPIR
	Slide 152: Approach 3a: Multi-server DEPIR
	Slide 153: Approach 3a: Multi-server DEPIR
	Slide 154: Approach 3a: Multi-server DEPIR
	Slide 155: Approach 3b: Single-server DEPIR
	Slide 156: Doubly efficient PIR is still costly  
	Slide 157: PIR Computation: Wish list
	Slide 158: PIR Computation: Wish list
	Slide 159: PIR Computation: Wish list
	Slide 160: Take aways
	Slide 161: This talk: 30 years of PIR
	Slide 162: Dream: Private digital library
	Slide 163: Dream: Private digital library
	Slide 164: PIR deployments today
	Slide 165: PIR deployments today
	Slide 166: The competition: Anonymizing proxy
	Slide 167: The competition: Anonymizing proxy
	Slide 168: Concluding thoughts
	Slide 169: Concluding thoughts
	Slide 170

